
HANDLING UNCERTAINTY repre-
sents the most significant 
need in converting quanti-
tative insight into profitable 

action. Yet, explicitly incorporating un-
certainty into analytics continues to pres-
ent theoretical and practical challenges. 
Because computational results are tied 
so closely to model inputs, stochastic ap-
proaches require the modeler to make 
strong, sometime unwarranted, assump-
tions on key inputs such as probability 
distributions. When such assumptions 
are challenged by subject-matter experts 

and end-users, it is difficult to reanalyze 
and regroup because stochastic methods 
are typically computationally intensive. 

Two OR/MS Today articles [1] [2] by 
Savage, Scholtes and Zweidler intro-
duced Probability Management, a new 
analytic framework for fast and robust 
stochastic analysis, in 2006. The first 
article described the key motivation for 
explicitly integrating uncertainty into deci-
sion-making: the outcome at the expect-
ed (or average) input is unlikely to be the 
expected outcome, which Savage clev-
erly rebranded as “the Flaw of Averages” 

[3]. To address the shortcomings of av-
erage cases analysis, the authors called 
for “a shift in information management, 
from single numbers to probability distri-
butions.” In addition, the article listed the 
technological, informational and manage-
rial foundations of the field, such as inter-
active simulation, stochastic libraries in 
the form of SIPs and SLURPs, and intro-
duced the idea of distributions certified by 
a “Chief Probability Officer.”

The second article expanded on in-
teractive simulation and on the replace-
ment of classical probability distributions 
by stochastic libraries. At the simplest 
level, stochastic libraries are pre-gen-
erated random trials that “approximate” 
stochastic inputs. But as likely, they could 
be outputs of simulation and optimization 
models. The magic in their simplicity is 
that unlike distribution formulas, uncer-
tainties expressed as stochastic libraries 
are additive!

Probability Management has made a 
great deal of progress in the three years 
since the two articles were published. In 
addition to numerous projects that have 
profitably leveraged its concepts, soft-
ware vendors have begun to provide na-
tive support for stochastic libraries, and 
quite impressively, the user community 
has begun to frame a best practices-
based implementation methodology. 

Given the rapid pace of developments, 
an update seems warranted. In the re-
mainder of this article, we mention some 
successful implementation, list available 
and announced tools (software and hard-
ware) enablers, and lay out the elements 
of an implementation methodology.

PROBABILITY MANAGEMENT has helped 
Shell Oil’s Exploration and Production 
(E&P) division move the energy giant 
from “a highly decentralized business 
with regional allegiances and reward 
systems to a single centralized orga-
nization managing a large portfolio of 
exploration opportunities” [1]. Critical to 
this reorientation, from sequential (best 
first) project selection to global portfolio 
management, is an “exploration cock-
pit” that incorporates simulation and op-
timization, as well as newly developed 
Probability Management tools such as 
“distribution strings” (DISTs), a modu-
larized data format. (More on DISTs 
later.) Since it was developed in 2003, 
the model has undergone multiple up-
grades while continuously supporting 
Shell’s worldwide exploration portfolio.

Probability Management posits the 
standardization of common uncertainties 
within an organization through stochastic 
libraries [1]. The Olin Corporation, a major 
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manufacturer of copper alloys, chemicals 
and other products, used this idea to co-
ordinate otherwise unsynchronized func-
tions of the company [8]. In one case, an 
Olin plant was frequently unable to meet 
customer demand, even though separate 
models for production and logistics had 
showed that capacity was more than ad-
equate. A coupled stochastic model re-
vealed how the interaction worked to limit 
the capability of the system as a whole, 
well below expectations.

Using interactive simulation that en-
coded how line personnel actually ran 
their respective silos, the Probability 
Management-savvy staff helped formu-
late organic policies that everyone could 
buy into. As a result, stochastic analysis 
is replacing average-based “steady state” 
calculations as the default at Olin. 

The biotechnology giant Genentech 
has used Probability Management to 
address strategic supply chain planning 
questions. Genentech’s first project 
concerned the management of manu-
facturing assets [4], where interactive 
simulation was used to help decision-
makers evaluate and derive policies that 

simultaneously lower cost and delivery 
risk. More recent work has leveraged 
the company’s ongoing improvements 
to its product pipeline management sys-
tem, and has involved using DISTs to 
make long-range forecasting faster and 
more accurate. 

The effectiveness of Shell’s E&P port-
folio optimizer prompted the pharma-
ceutical giant Merck to adopt Probability 
Management in its product portfolio plan-
ning, going so far as to bring on board 
the executive responsible for Shell’s suc-
cess. Today, the use of interactive simu-
lation allows Merck’s decision-makers to 
ask and answer critical questions in real-
time [5]:
• How does my opportunity contribute  

to the portfolio?
• Is the portfolio balanced with regard  

to the company’s overall priorities?
• Are we making the best possible  

trade-offs? 
• Is the overall risk of missing our 

aspirations tolerable?
The projects and companies men-

tioned above are not a complete listing 
of recent successes in applying Prob-
ability Management, merely ones that 
have been publicly documented. How-
ever they constitute a body of evidence 
that Probability Management is more 
than just a theoretical framework. Next, 

let’s examine the technology artifacts 
that support its use.

STOCHASTIC LIBRARIES CONTAIN vectors 
of simulation trial data. That introduces 
platform-dependence: a data vector in 
Crystal Ball is not the same as a vec-
tor in Excel. To facilitate modularity, 
Sam Savage, consulting professor of 
management science and engineering 
at Stanford University and a co- author 
of the original Probability Management 
articles in OR/MS Today, proposed a 
new data type – the DIST. As mentioned 
earlier, a DIST is an encapsulation of 
a data vector (equivalently, a stochas-
tic information packet, or SIP) in a more 
compact and transportable form. Any 
DIST conforming to the 1.0 open stan-
dard can be stored in a single spread-
sheet cell, irrespective of the number of 
trials it encodes. Further, computations 
that use DISTs as inputs are faster, es-
pecially within spreadsheets. Savage 
has aptly described the DIST as moving 
simulation from the era of the six-shoot-
er to the Gatling gun. 

DIST-related functions are now avail-
able in Excel for users of Risk Solver 
from Frontline Systems. As of this writing, 
Frontline Systems distributes the only 
fully Probability Management-compliant 

software for spreadsheets, supporting 
both interactive simulation and the DIST 
1.0 standard. DIST support will also be 
available in AnalyCorp’s forthcoming up-
grade of its Excel add-in, XLSim. 

The traditional granddaddy of spread-
sheet-based simulation, Crystal Ball, is 
now an Oracle product. Crystal Ball has 
been a pioneer in supporting libraries of 
probability distributions, and its leader-
ship has actively influenced the develop-
ment of the DIST 1.0 standard.

Because DISTs will soon become eas-
ily translatable with an add-in from Analy-
Corp., most simulation packages should 
be able to support the format relatively 
easily. In fact an early application at Mer-
ck read DISTs into and out of @RISK, the 
other big player in Monte Carlo for Excel.

Specialized simulation software ven-
dors have also begun to support the 
Probability Management effort, as in a 
real sense they were doing it before the 
movement began. These include Ana-
lytica from Lumina Systems, which in 
effect has used the stochastic library 
approach since the late 1970s, and 
Vanguard Software. 

With its Enterprise focus, Vanguard 
has long championed collaborative, 
modular modeling, and was an early 
adopter of Probability Management [6]. 
That focus allows Vanguard’s software 
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to address more complex applications 
that desktop analysis tools cannot, for 
instance, estimating manufacturing 
cost impacts of new product designs 
at a $19 billion aerospace giant. At 
the same time, the software can in-
tegrate spreadsheet models as cal-
culation engines. So, for example, a 
simulation written in Excel by a finan-
cial analyst can be functionally em-
bedded in a more complex Vanguard 
model. (Quite remarkably, a recent 
survey found that only one in every 
four simulation packages provides 
any Excel support whatsoever [7].) 
Vanguard also enables the creation 
and free transfer of stochastic libraries 
as SIPs and SLURPs, even extending 
the original SIP/SLURP definitions to 
include a time dimension. However, 
where Vanguard really pushes the 
boundary is through its grid comput-
ing capabilities. Performance speeds 
up to 250 times faster than spread-
sheets allow Enterprise-level models 
to be run (and even modified) interac-
tively over a Web browser. 

The widening acceptance of simu-
lation has further highlighted the key 
role of data scrubbing. Since this type 
of simulation modeling is largely on 
the desktop, Enterprise-oriented ETL 
tools are not well-suited for validating 

and cleaning small-bore data. Un-
fortunately, the “garbage in, garbage 
out” adage is no less true for the indi-
vidual analyst. The statistical analysis 
package JMP, from SAS Institute, has 
been successfully deployed for data 
preparation in some of the success 
stories mentioned in the previous 
section. A lightweight Excel-to-JMP 
DIST conversion macro, available 
from AnalyCorp, makes data scrub-
bing and preparatory analysis espe-
cially simple.

Implementation Lessons

IT IS NOT SURPRISING that so many 
successful application of Probability 
Management have been associated 
with managing project portfolios and 
other strategic supply chain issues. 
Correlations between stochastic ele-
ments of a portfolio are notoriously 
difficult to compute, especially when 
the stochastics of the elements them-
selves are not well-understood. That 
is why, for instance, financial port-
folio optimization uses the transpar-
ently reductive modeling assumption 
of linear correlation. Unlike traditional 
Monte Carlo, Probability Management 
does not impose extraneous, possibly 
unverifiable, relationships between 



individual uncertainties (or classes of 
uncertainties). When causations or cor-
relations are known, they can be mod-
eled explicitly. When not, relationships 
encoded in historical data are still sig-
nificant inputs for the simulation engine. 
(See [1] for a discussion of “coherent 
modeling”.) 

MOST OF THE REPORTED applications of 
Probability Management have been im-
plemented in Microsoft Excel. However, 
almost by definition, many application in 
Analytica or the Vanguard System are 
examples of Probability Management. As 
a modeling environment, the ubiquitous 
Excel has a few benefits:
• Most analysts have at least an 

intermediate level of facility with 
spreadsheets. Even accounting for 
the simulation add-in, ramp-up by 
end-users is quick. In particular, since 
data often resides in spreadsheets, 
the experienced consultant can 
collaborate with the business subject 
matter expert (SME) to quickly 
produce “reasonable” prototypes. 

• As described, many simulation 
environments now incorporate the 
key tools of Probability Management, 
specifically SIPs/SLURPs, and DISTs. 
DISTs tremendously speed up Excel-
based models. Some add-ins are 
so efficient that tens of thousands 
of simulation trials are executed in 
the time it takes for a finger to leave 
the just-pressed key. There is no lag 
whatsoever! For the first time ever, 
true interactive simulation is possible 
on the standard business desktop.

• Excel’s charting capability enables 
interactivity without the need for 
“programming”. This is essential for 
engaging non-technical decision-
makers, not just for getting buy-in, but 
also for knowledge discovery.
Of course, Excel has limitations as an 

analytic workbench. These include a re-
strictive two-dimensional data format, a 
non-trivial performance overhead, limited 
statistical capabilities, etc. Most of those 
issues have workarounds already imple-
mented by add-in software vendors such 
as Frontline. One should also be open to 
the possibility of using specialized soft-
ware (such as JMP) for specific needs (in 
this case, for data scrubbing and prepa-
ratory validation). 

Excel’s limitations as a development 
environment are tougher to overcome. 

While its embedded language – VBA 
– can be used to build simple custom 
decision-support systems (DSS), VBA’s 
robustness, performance and platform-
dependence leaves much to be desired. 
Further, if the DSS is intended for use in 
a complex workflow, access control and 
data-sharing can present a challenge. 
If the prototype model is expected to 
eventually lead to a DSS, it is essential 
to evaluate and lay out a development 
strategy, possibly using a specialized 
simulation environment.

The beauty of the DIST data type 
is that eventually, distributions will be 
passed around between users of Excel, 
Vanguard, Analytica and JMP, just the 
way numbers are today. This leads to the 
best of both worlds, in which individual 
managers can investigate the implica-
tions of distributions generated on more 
robust systems in their spreadsheets.

DUE TO THE OPEN and generous inter-
action of Probability Management prac-
titioners, the outlines of a reference 
architecture are beginning to emerge. 
The design is driven by two common 
characteristics of problems most suited 
to the framework:
1. Many classes of basic stochastic 

entities (projects, products, 

investments), where elements of each 
class are assumed to have similarly 
“shaped” uncertainties. 

2. Sources of uncertainty can be 
global or class-specific. Global 
uncertainties, e.g., interest rates, 
are typically exogenous, so they do 
not lead to causative loops. (In other 
words, the results of the simulation 
cannot affect global factors.) 
Class-specific uncertainties, e.g., 
the availability of a certain raw 
material, may impact one or more 
entity class. There may even be 
inter-relationships, e.g., if the raw 
material is internally produced, its 
uncertainty may impact the price of  
a finished product. 
Class-specific simulations are like-

ly to be more detailed and thus, more 
complex. Using Probability Manage-
ment, there is usually an opportunity to 
identify and re-use models created and 
knowledge collected by SMEs, say, a 
plant-level planner or a brand manag-
er. Entity classes relate to each other 
and to global and class-specific un-
certainties through a meta-model. The 
meta-model is typically less detailed. 
Cross-functional by definition, it is also 
less well-understood, and thus an es-
pecially fruitful area of investigation for 
this framework.
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Analytics developers tend to natu-
rally be more focused on model logic 
and less interested in implementing a 
presentation layer optimized for collab-
orative decision-making. Yet the end-
user “dashboard” is the most important 
piece of an interactive application. The 
key design criterion is that the model 
should help managers make good deci-
sions, not that it should make the best 
decisions. To that end, the design should 
rely on visual aids to communicate the 
impact of making different choices. In 
particular, data tables should be, as far 
as possible, hidden.

THANKS TO THE EFFORTS of a group of 
committed analytics practitioners, Prob-
ability Management has notched some 
high-visibility successes. The combined 
efforts of the ProbabilityManagemt.
org committee members, including 
software vendors putting ideas within 
reach of implementers and academics 
and practitioners extending the ideas 
themselves, are rapidly advancing the 
framework. For example:
• A DIST 2.0 standard revision to 

incorporate full stochastic libraries 
including a time dimension is under 
discussion.

• A software-independent DIST 

translator is under development.
• Many more Probability Management-

inspired projects are getting 
underway.

• A reference design and methodology 
document is in preparation.
The coming year promises to be 

one of those interesting times for 
Probability Management. ❙
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